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1 Introduction

The Generalisation team at Ordnance Survey Research has until now focused on automatically generalising our base data to produce maps that look like the current Ordnance Survey map series such as the 1:50 000, as reported in (Revell et al. 2006). The Generalisation team is now looking at the wider problem of generating user-specified maps automatically. This document proposes a system architecture designed for this purpose. The aim of putting such an architecture in place now, is to define formalisms for describing the different components of the system, like the data, the user requirements, the generalisation knowledge and the generalisation operators. This can then be used during each new specific generalisation project to describe and package all the components studied, for ulterior reuse. 

The first part of the paper presents the benefits and challenges associated with the idea of developing automatic on-demand mapping capabilities at Ordnance Survey. Section 3 describes at a very high level the kind of architecture that we are aiming at developing. It describes the main components of this system: Ontologies to formalise the knowledge required by the system, user interface to gather user requirements, Web services to access a wide range of tools, and an engine to combine them all.   
2 On-demand mapping: benefits and challenges

Traditionally, map providers have been producing a small range of general purpose maps. The products are usually based on data that they hold (collect and maintain). The current map production systems involve a large amount of manual work, which limits the possibility of producing more custom orientated products (responding to the needs of particular users). The cost would be prohibitive. 
In the last few years, we have seen a few examples where the production lines have integrated automatic processes to reduce the production costs (like for example (Jahard et al. 2003)). Lots of research has been done on automatic generalisation, and we can hope that in the near future, we will be able to generate maps from a geographical database using mostly automatic processes.  For a business like Ordnance Survey it means new opportunities, and new challenges through the potential to generate new products or product variants at relative low cost and production times. 

2.1 New opportunities

What comes with the automation of map derivation is the opportunity of delivering products which are tailored for particular customers. By delivering customised products, we would be selling the data plus the service. It is important to distinguish between both, as the data required to make the product may not come from a single source, indeed our data might only provide the spatial context required to present third party data that the user wants to analyse (maybe their own data). Then the value of our custom product lies as much in our ability to combine different sources of data than in the data itself.
We need to consider how we can give the control to the user over what they want to have in the product, and how it is represented. The “what” would specify what data needs to be used, and the “how” would specify how it should be represented in the dataset or in the map, depending whether the purpose of the product is analytical (dataset to perform analysis) or contextual (a map for visual interpretation).

We need to give the users the power to specify the products that suit them, at a very high level. The user must not be expected to know anything about the art of cartography, or about spatial data formats. Still the service will have to deliver quality (whether cartographic quality is more important or the quality of the data model delivered, depends again on the intended use of the product). 
2.2 New challenges

First, we should not forget that many of well known generalisation problems have not been completely solved yet. The automation of product derivation has not achieved a sufficient level, and the quality of the source data (especially the lack of geographic meaning attached to the features stored) is also a potential obstacle that can block any attempt to change the current production systems. The new challenges are those that will allow to deliver the services that combine third party data with ours, in the way that a user may want. 

Data interoperability. In order for our system to understand third party data, a standard way of describing them is required. 

User focus. For a user to be able to design a good map without having any cartographic knowledge, an interactive system will have to assist them. The difficulty will be to design a system that assists the user without restricting them too much. The restriction must only prevent them from designing a product which would not suit the purpose for which it is built. The cartographic knowledge that the user is not expected to have will have to be modelled and stored somewhere and be accessible by the system. 
System flexibility. The system which will tailor the product specified by the user will need to be very flexible. It will need to understand the data (including third party data), the user specifications, and have access to the cartographic knowledge that will allow to deduce from the data and the specifications which processes to apply.
3 An open system to deliver flexibility and adaptability

In this section we propose an architecture for a system capable of tailoring products on-demand, responding to the challenges presented in the previous section. After presenting an overview of the system, we discuss its components one by one. This architecture is currently unproven, but it relies on technologies which have already shown great potential.
3.1 Overview of the system

Figure 1 gives a crude representation of the system we propose to build. The core of the system (or generic generalisation system), at a high level, is putting together an application that turns the data available into the product specified by the user. To do this it needs to understand the input data, understand the user requirements, and have access to the knowledge and tools for deducing the flow of processes required to generate the product.
We also want the system to be able to integrate third party data. This is why we have a GeoOntologies module that forms the link between the core of the system and the data. The system will only know about geographic concepts described in this ontology. Then the system can work with any data which are linked to these geographic concepts. Then the system will also have to understand the requirements of the user. We want these requirements to be very high level. The system will understand very detailed cartographic requirements, so something is required in the middle to make the bridge. This will be done by a network of concepts, grouped in several ontologies: the GeoUse ontologies will relate the task that the user wants to perform with his product, to the geographic information required (through the GeoOntologies). The CartoOntologies will connect the geographic information and its expected usage to the adequate representation (logic or cartographic). The tools that perform transformations of data into a different representation (generalisation tools) will also link to these CartoOntologies. Finally, the core of the system will combine all the information available to streamline the actions required. 
One of the key points of this system is that it works on components that can be fairly independent, meaning that it can evolve, and be upgraded by parts. This is critical for such a complex system which will take a long time to put in place. Once in place, it will need to evolve with new technologies and requirements. 
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Figure 1: System architecture for tailoring on-demand products
3.2 Components of the system
3.2.1 Ontologies

Ontology has been an active research topic at Ordnance Survey for a few years. This topic has been investigated to respond to one of the challenges for Ordnance Survey in the near future, which is to enable third parties to integrate their data with the topographic data provided by Ordnance Survey (Mizen et al. 2005). In order to achieve this, (Goodwin 2005) presents a stacked ontologies approach containing three levels of ontologies. The middle level, called the domain ontology describes the geographic and topographic domain from the Ordnance Survey view of the world. At the lower level, another ontology, called the data ontology is required to link a database to the domain ontology. Each database that needs to connect to the domain ontology needs to have its own data ontology, which translates its schema into the geographic concepts of the domain ontology. At the top level, application ontologies are used to define other concepts which are required for a particular application, and which need to be connected to the concepts of the domain ontology. 
The GeoOntology. This ontology will describe geographic views of the world, as opposed to the cartographic view that we still often have in our database. They correspond to the “domain ontologies” defined in (Goodwin 2005) and mentioned above. Any input data to the system needs to connect to this ontology, through a data ontology. The data ontologies do not appear on the figure, but they sit between each database and the GeoOntology.
A few of the concepts that need to be formally described in this ontology, have already been studied during generalisation research. All the research studies focusing on deriving high level geographic entities from topographic data, like (Chaudhry and Mackaness 2005) or (Boffet 2000) provide the information that is required to describe the concept in the ontology. Meso agents, as described in (Ruas and Duchêne 2007) and used in the commercial generalisation platform Radius Clarity (1Spatial 2007) should relate to concepts described in this ontology, as they are usually not explicitly stored in the initial data, but derived for the purpose of the generalisation process. The process of data enrichment would therefore get disconnected from the generalisation process.
The GeoUseOntology. This ontology will describe different typical usages of geographic information. For each usage, there will be indication of what geographic entities are relevant and how important they are. The geographic entities will map those from the GeoOntology. For example, for a pedestrian navigation usage, networks of roads and paths are important, as are landmarks, which will be of different types in urban and rural contexts. All the concepts mentioned need to be defined and mapped to the GeoOntology. The context of use will also be important (on which device, in which conditions of light, at which distance is the map to be read, all this can influence the content of the map).
The CartoOntology. This ontology will define the cartographic rules that a map follows. They are generic rules, not product dependant. This ontology will define all the generalisation transformations, and link them to the geographic entities to which they apply and in which context of use. Concepts of target values for the different properties of the map features (size, distance, etc.) need also to be defined here as they will be referenced by the generalisation rules. This ontology will therefore have connections with the GeoUseOntology and the GeoOntology. 

3.2.2 User interface

The user interface should allow the user to design their map. Map design is a complex process that is described for example in (Forrest and Pearson 1990). We want to allow the user to only provide high level requirements, and possibly allow them to be more specific about particular aspects of his map. Then the system should be able to infer some default specifications for the map, which the user could tune. 
Choosing the use and context of use of the map. For the most basic user, it is probably all that we can expect from them. They would select a pre-defined task that they want to use their map for, and a predefined context of use. These choices will map directly to the GeoUseOntology, so that a default content and representation can be deduced from it.
Choosing the content of the map. Once a default content is available (based on the selected use), an experienced user could be given a list of geographic information types available, and let them refine the content. This is particularly important when the user brings their own data. They should be connected to the GeoOntology, but they may not be properly interpreted by the GeoUseOntology, especially when the additional data do not fit well with an existing concept present in the GeoOntology.
Choosing the representation of the geographic/topographic features on the map. From the use plus the context of use of the map, the system should be able to propose a default representation for the map, or maybe a list of default representation to select from. These could come in the form of map samples, as proposed by (Hubert and Ruas 2003), from which the user could choose. In their approach, based on the choices and feedback from the user, the system can iteratively generate new samples, and converge towards the ideal representation that the user has in mind. Once the user has approved a sample or a series of samples (there could be different samples for specifying different aspects of the map), some map specifications would be compiled. They would be interpreted automatically by the system, by referring to concepts from the different ontologies (GeoOntology for the geographic phenomena to be depicted on the map, the CartoOntology for the rules and target values). 
Once the user has specified his map, then the system will try to produce it and present a result to the user. It is unlikely that it corresponds to the user’s expectations at the first attempt. So it would be interesting to study how the user could provide some feedback on the result, which could lead the system to refine the specifications.
3.2.3 Generalisation services. 

The idea behind using services is to standardise the tools, and in particular the description of their conditions of use. Research on generalisation web services has already been conducted at the University of Zurich (Neun and Burghardt 2005). So the technical side of developing, registering and calling services has already been proved. This work will have to be extended to incorporate more semantics into the description of the services to allow an automatic system to select them when they are relevant:

Type of operation. This requires a classification of the generalisation operators to be developed which is suitable for the system we are trying to build. Many classifications have been proposed in the past,  with among the earliest (Robinson et al. 1978, Brassel and Weibel 1988, Shea and McMaster 1989). We need to choose the most appropriate one and adapt it if required. Generalisation operators include selection, simplification, amalgamation, etc. All these will need to be defined in the CartoOntology. 
Type of geographic phenomena. Each operator can in general be applied to a range of phenomena. But a particular algorithm may be designed to perform the operation on a particular one. Let us take for example the amalgamation operator, which takes several features and produces a single one with an extent covering the initial ones. Different algorithms may be required for different types of features. One could generate a shape with right angles for anthropogenic features like buildings, while another one would generate smooth boundaries, more adequate for natural features, like forests. The geographic phenomena expressed would directly correspond to those described in the GeoOntology. 

Scale transformation range. The scale transformation range is also an information that can help deciding if an algorithm is adequate or not for the generalisation required. It can be described in different ways, as a range of scale factors, or as explicit ranges for the initial and target scales.  

Parameters. Parameters are going to be a complex matter. To be able to be set automatically by the system, the system will have to understand them. For the parameters that come directly from the map specifications, this can be done by referencing directly the concepts defined in the CartoOntology. For the parameters that are specific to the algorithm, the problem is more complex. There will probably be a need to have default values provided, or functions that will compute these parameter based on the context..  

This would allow the core of the system as well as the CartoOntology to be independent of the available tools. The system would do the reasoning based on the concepts and when an operator needs to be triggered on some features, it should be able to automatically select the appropriate tool (possibly several candidates). This would allow work on different parts of the system (adding new tools, new rules, or changing the engine), without affecting the other parts. This is essential for upgrading the system incrementally.  
3.2.4 System’s engine
The system’s engine is the core of the system, using all the other parts to deliver the result. It performs the following tasks:

Data extraction. The core of the system will not know about the data at the beginning of the process. What it will know is the specifications of the product, and the types of source data that have been selected directly or indirectly by the user. With this it should be able to query the database through the GeoOntology, to retrieve the data. 

Reasoning. The rules or knowledge that the system will have to work with are stored in the CartoOntology. The specifications of the product will drive the selection of the relevant ones. Then the core of the system will require an engine that can use the rules to trigger the transformations required, and make sure they converge towards a solution that fulfils or approaches the specifications.
Selection of services. The result of the reasoning will determine a high level operation that needs to happen on a particular geographic phenomenon. The system will have to select the appropriate service that can perform this operation on this type of phenomenon, in the context of the product specifications.  

Report. At the end of the process, the system should be able to produce a result (a map or a dataset), and some reports about local problems which have not been solved satisfactorily. Unsolved problems can either be due to the system lacking adequate tools, or the rule base to be incomplete, or the target specified to be unachievable.  
Research has already gone a long way into proving the feasibility of developing such a system. The AGENT project (Lamy et al. 1999) has produced a prototype that has most of the characteristics described here. It has a constraint based mechanism, initially developed in (Ruas 1999), that drives the choice of the algorithms triggered to improve the result. Concepts of micro and meso agents used to control geographic entities of increasing complexity would map to concepts in the GeoOntology. The constraints offer a flexible solution to formalise cartographic knowledge. The actions proposed by constraints could easily call external services. The map specifications used by this system would be filled using the information provided by the user and knowledge stored in the CartoOntology. 
4  Conclusion and future work
The system architecture proposed here is designed for providing automatic generalisation capabilities that can take user requirements into account and work on data from multiple sources. This architecture has not been proven yet, and our future research project will concentrate on gradually validating all the components. The components identified for this system do however rely on technologies which have already been studied and have shown good potential. 

The system has been designed to be very modular and flexible. A lot of emphasis is put on formalising all the components of the system (data, tools, knowledge of different types). This will allow us to carry on doing research projects looking at specific generalisation problems required for short term exploitation in production environment, while gradually developing it. Each new project will have additional objectives focusing on proving specific aspects of this architecture. Each project should enrich the system a bit more, until it is rich enough to support direct research on what it can deliver automatically.
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